
 

  

D6.2 - Named entity 
recognition for geo-referencing 

WP6 – Semantic technologies and 
data analytics 



D6.2 – V1 

 

 

2 

Document Information 

Grant Agreement 
Number 

101004152 Acronym CALLISTO 

Full Title 
Copernicus Artificial Intelligence Services and data fusion with other distributed 
data sources and processing at the edge to support DIAS and HPC infrastructures 

Horizon 2020 Call 
H2020-SPACE-2018-2020 (Space 2018-2020) , Call for Big data technologies and 
Artificial Intelligence for Copernicus 

Type of Action RIA (Research and Innovation Action) 

Start Date 01/01/2021 Duration 36 months 

Project URL www.callisto-h2020.eu 

Deliverable D6.2 - Named entity recognition for geo-referencing 

Work Package WP6 – Semantic technologies and data analytics 

Date of Delivery Contractual M22 Actual M22 

Nature Other Dissemination Level PU - Public 

Lead Beneficiary  CERTH 

Author(s): 

Stelios Andreadis (CERTH), Ilias Gialampoukidis (CERTH), 

Mirette Elias (Fraunhofer IAIS), Najmeh Mousavi Nejad (Fraunhofer IAIS), 
Maryam Baghishani (Fraunhofer IAIS) 

Reviewer(s): José Santos (SatCen), Eliana Li Santi (SERCO) 

Approved by: Eliana Li Santi (SERCO) 

Version 1.0 

Filename: CALLISTO-DEL-WP6-D6.2-v1.0 

Abstract 

This document elaborates on CALLISTO’s methodology concerning the 
extraction and enhancement of named entities of type location encountered in 
crowdsourced data. A detailed report is provided of all the stages that should be 
followed to generate the final, open data-linked localization result. The 
document has a two-fold focus, firstly sharing details on the approaches used 
for the localization process in various languages, and secondly highlighting the 
entity linking approach of the CALLISTO ontologies with current Linked Open 
Data (LOD). 

 

Document History 

Version Issue Date Stage Changes Contributor 

0.1 03/09/2022 
Draft 

ToC Stelios Andreadis, Ilias 
Gialampoukidis 



D6.2 – V1 

 

 

3 

0.2 02/10/2022 

Draft 

Contribution to SoA and 
methodology sections 

Stelios Andreadis, Ilias 
Gialampoukidis, Mirette 
Elias, Najmeh Mousavi 

Nejad 

0.3 15/10/2022 
Draft 

Contribution to Ontology 
sections 

Mirette Elias, Najmeh 
Mousavi Nejad 

0.4 15/10/2019 
Draft 

Contribution to localisation 
section 

Stelios Andreadis 

0.6 17/10/2022 
Draft 

Integration of different 
sections 

Ilias Gialampoukidis 

0.7 19/10/2022 Review 
Draft 

Final version for internal 
review 

Ilias Gialampoukidis 

0.8 27/10/2022 Review 
Draft 

Internal review 
José Santos 

0.9 31/10/2022 Delivery 
Candidate 

Final version 
Ilias Gialampoukidis 

1.0 02/11/2022 
Delivered 

Final quality check and 
submission 

Ilias Gialampoukidis 

 

Disclaimer 

Any dissemination of results reflects only the author's view and the European Commission is not responsible for 
any use that may be made of the information it contains. 

 

Copyright message 

© CALLISTO Consortium, 2021 
This deliverable contains original unpublished work except where clearly indicated otherwise. Acknowledgement of 
previously published material and of the work of others has been made through appropriate citation, quotation or 
both. Reproduction is authorised provided the source is acknowledged. 

 

  



D6.2 – V1 

 

 

4 

Contents 
1 Introduction ............................................................................................................................................. 12 

1.1 Purpose and Scope .......................................................................................................................... 12 

1.2 Document Structure ........................................................................................................................ 13 

2 User Requirements Relevant to Named Entity Recognition and Ontology-based Information Extraction
 14 

3 State of the Art ........................................................................................................................................ 15 

3.1 Named Entity Recognition ............................................................................................................... 15 

3.2 Ontology-Based Information Extraction .......................................................................................... 18 

4 Named Entity Recognition ....................................................................................................................... 20 

4.1 Methodology ................................................................................................................................... 20 

4.1.1 English ...................................................................................................................................... 22 

4.1.2 French ...................................................................................................................................... 23 

4.1.3 Spanish ..................................................................................................................................... 23 

4.1.4 German .................................................................................................................................... 24 

4.1.5 Dutch ....................................................................................................................................... 24 

4.1.6 Italian ....................................................................................................................................... 25 

4.1.7 Greek ....................................................................................................................................... 25 

4.1.8 Multi-lingual Model ................................................................................................................. 26 

4.2 Datasets ........................................................................................................................................... 26 

4.3 Network parameters and training ................................................................................................... 27 

4.4 Results ............................................................................................................................................. 28 

5 Ontology-Based Information Extraction Pipeline .................................................................................... 30 

5.1 Enhancing NER results with OBIE ..................................................................................................... 30 

5.2 Semantic Representation of Social Media Data ............................................................................... 30 

6 Conclusion and Future Work ................................................................................................................... 33 

 

 

 

 

Figures 
Figure 1 T6.2's place inside the CALLISTO project ........................................................................................... 13 

Figure 2 The interactive input of the NER service. .......................................................................................... 21 



D6.2 – V1 

 

 

5 

Figure 3 URL input. Here along with the input text, the language (fr) is also provided. The output of the 
localisation can be seen along with the coordinates. ..................................................................................... 21 

Figure 4: CALLISTO event and social media ontology part .............................................................................. 30 

Figure 5: Mapping and Query the Social media data with the CALLISTO Ontology (Deliverable 6.1) ............ 31 

Figure 6: Querying DBpedia with location ....................................................................................................... 31 

Figure 7: Retrieving precipitation during the year from DBpedia ................................................................... 32 

Figure 8: Querying DBpedia and retrieving data related to province ............................................................. 32 

 

Tables 
Table 1 Overview of the general requirements that are relevant to T6.2 ...................................................... 14 

Table 2: CoNLL-03 tagging scheme. ................................................................................................................. 20 

Table 3 Flair’s hyperparameters for the English, Spanish, German and Dutch languages .............................. 27 

Table 4 The multi-lingual model’s hyperparameters, used mainly for French. .............................................. 27 

Table 5 Hyperparameters, used with the Greek model. ................................................................................. 28 

Table 6 Hyperparameters used with the Italian model. .................................................................................. 28 

Table 7 Comparative results on all the languages that are currently supported. The comparison is done with 
the F1-score published against our own evaluation that is done on the evaluation dataset. ........................ 29 

 

  



D6.2 – V1 

 

 

6 

Executive summary 
This document reports on the progress achieved in WP6 of the CALLISTO project till month 22 with regards 
to task T6.2 (Named Entity Recognition from text for geo-referencing and linking with open geodata), and is 
documented within this deliverable, entitled D6.2: Named entity recognition for geo-referencing.  

More specifically, this report presents the current framework for identifying locations from social media 
posts and the methodology adopted to retrieve them and link them to open data, which is a crucial step 
towards enabling spatial queries and reasoning. Based on the requirements established within WP2 and the 
underlying dependencies manifesting from the interaction with the other WPs, the purpose, scope, and 
intended uses, as well as the output of the localization pipeline were identified. These specifications, along 
with insights from the relevant literature towards the available machine learning methods and models, 
served as a blueprint for building the current version of the CALLISTO localization module. It will describe the 
detection of locations in raw text and the linking of identified locations with open geodata.   

The technologies and approaches that are being used for the retrieval of places mentioned in users’ social 
media posts are dependent on the different languages, and as such, many available deep learning options 
are being explored. With regards to the entity linking with open data, a sophisticated ontological-based 
method has been implemented that includes an information extraction method and semantic annotation 
techniques. All of the above will be explained in detail in the following sections. 

The work presented within this document presents the preliminary version of WP6’s framework. More 
elaborate named entity recognition- and ontology-based interpretation and reasoning tasks will be employed 
in future versions of the framework and reported in upcoming deliverables. 
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1 Introduction 
The current report provides technical details on the components developed to satisfy the needs of task 6.2 
(Named Entity Recognition from text for geo-referencing and linking with open geodata). The key objectives 
include: i) to detect any places mentioned inside the text of social media posts, ii) to link those to the 
respective GPS coordinates through queries to related APIs, e.g. the OpenStreetMap API, and iii) link the 
retrieved locations and accompanying coordinates to open linked data through the use of ontologies. 

Since the current deliverable is of type OTHER, focus has been placed both on the provision of the current 
versions of the implicated CALLISTO platform components, and the accompanying documentation. The 
software resources of this deliverable are available at: 

 Localisation: https://github.com/CharisPapa/Callisto_D6.2 

1.1 Purpose and Scope 
This document explains in detail CALLISTO’s localisation concept and relationship-based approach, as well as 
the service API development methodology that was followed in order to satisfy the needs of the CALLISTO 
use cases, as defined in D2.1. The included sections outline all the stages that should be completed in order 
to generate the final result. 

The scope of this deliverable is to describe the detection of locations found in raw text and the linking of 
identified locations with open geodata, a process also referred to as Geoparsing. Additionally to the location 
mentions, the aim was to also include mentions of organisation entities, since in certain cases these may be 
attributed to coordinates as well, an approach that needs disambiguation steps foreseen as a future step. 

The raw text could be the result of crowdsourced posts from social media, such as Twitter, which is done in 
WP3. The deliverable aims to solve the problem that the crowdsourced data often lack geolocation 
information and cannot be linked to other geo-referenced data. The process is implemented by using Named 
Entity Recognition (NER) approaches, which is a Natural Language Processing (NLP) task, while Deep Neural 
Networks are applied to detect any places (or organisations) mentioned inside the text of posts. To enhance 
the retrieved locations with additional data, an ontology-based step is added in the pipeline, where 
Knowledge graphs are exploited to link the locations with open data. Supported languages are dependent of 
the project’s use cases and include English, French, Spanish, German, Italian, Greek, and Dutch among others. 

Figure 1 provides a schematic overview of the interconnections between T6.2 and the rest of the CALLISTO 
platform. Data input is raw text, while the output is a JSON file containing the original text, the retrieved 
location entities, the corresponding coordinates, and information on linked data that have been associated 
to the entities. 
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Figure 1 T6.2's place inside the CALLISTO project 

1.2 Document Structure 
In the following sections, the development of the NER tool and ontologies is presented along with the SOTA 
architectures, the methodology that was followed on this deliverable, as well as the architecture of the 
specific models. 

Specifically, the document is organised as follows: 

 Section 1 - Introduction: it describes the purpose and scope of the document and its structure 
 Section 2 - User Requirements Relevant to …: it details the specific user requirements that D6.2 caters 

to. 
 Section 3 - State of the Art: it describes the state-of-the-art architectures that were studied before 

implementing the current methodology for NER and using ontologies to link open data with retrieved 
entities. 

 Section 4 - Named Entity Recognition: this section elaborates on the methodology, models, 
parameters, and evaluation results of location entities extraction. 

 Section 5 - Ontology-Based Information Extraction Pipeline: a description of the information 
extraction method guided by an ontology is provided in this section. 

 Section 6 – Conclusion and Future Work: the section provides an overview of what has been 
discussed in the document and provides insights of future steps. 
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2 User Requirements Relevant to Named Entity Recognition 
and Ontology-based Information Extraction 

This section includes details and a report of the specific CALLISTO user requirements that have inspired the 
work being done in T6.2 as reflected in the project’s use cases. The objective of the service is to retrieve 
mainly location, and later organisation entities found in user tweets, calculate the proper coordinates and 
project them in CALLISTO´s platform, while also serving end users with a means to perform advanced 
searches based on sophisticated reasoning techniques. Supported languages are dependent of the project’s 
use cases and include English, French, Spanish, German, Italian, Greek, Dutch and others.  

Specifically, in the following table (Error! Reference source not found.) details are provide of the user 
requirements regarding the NER and OBIE modules of CALLISTO’s platform that are relevant with the 
project’s use cases. The description of general requirements as well as of the use-case-specific requirements 
(see D2.1) will follow a standard classification: 

 ID: the initials G and S indicate whether the requirement is a general or a use case specific one (e.g. 
S4-2 concerns specifically use case 4). Whenever more than one partner showed interest in one 
requirement, it is considered to be a general requirement. 

 Name: short name of the requirement. 
 Description: a more detailed summary of the requirement’s intention. 
 Key Results: All requirements are mapped with CALLISTO’s 21 different Key Results as determined in 

the proposal. 

Table 1 Overview of the general requirements that are relevant to T6.2 

ID Name Description Key Result 

G-23 Reversed results The User could be able to initiate a reverse results 
search, e.g. similar conditions for a specific region 
(initial search shows that concentration of blue 
algae is high in a lake in Brandenburg, now the user 
wants to check whether there are more lakes in 
Germany with a similar concentration of blue 
algaes). 

KR9, KR4 

G-35 Social media visualisation The User should be able to find geolocalised social 
media streams also visualised over an AOI. 

KR13, KR17, 
KR19 

S4-2 Social media extraction The User should be able to extract geolocalised 
social media streams as point geometry vector files 
at least as: (a) Shapefiles; (b) KML/KMZ files. 

KR17, KR13 
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3 State of the Art 
3.1 Named Entity Recognition 
The Named Entity Recognition (NER) task is of major importance for this work package because through this 
method the location retrieval sub-task is solved. It is a sub-task of NLP that its purpose is to label words with 
specific tags. These tags could be a location, an organisation, a person, miscellaneous and various others. 
Naturally, for this WP only the location and organisation tags are of importance. However, since organisation 
tags add an extra degree of complexity to the process, the current implementation focuses on locations and 
reserves organisation extraction as a future step. In order to understand the advancement of NER methods 
and how they became powerful tools, it is important to display the history of NER. In addition, machine 
learning and deep learning models will be presented. While early systems were using handcrafted rule-based 
algorithms, modern systems resort to machine learning techniques [1].  

The term “Named Entity” (NE) was born in 1996 in the Message Understanding Conferences (MUC) which 
are focused in Information Extraction [2]. At late 90s - early 2000s NE tagging relied on dictionaries and rules 
with manually constructed finite state patterns much the same way as a general regular expression matcher 
[3]. Also supervised learning techniques were developed. Some supervised learning methods that are worth 
mentioning are Decision Trees [4], Hidden Markov Models (HMM) [5], Support Vector Machines (SVM) [6] 
and Conditional Random Fields (CRFs) [7]. 

Decision Tree classifiers for the NER problem were a popular choice because they were easy to train and they 
provide a good understanding and insight of the corpora by analysing the tree structure. The main 
disadvantage, however, is the modest performance. An honourable mention using Decision Trees is the 
winner of CoNLL 2002 [8], which used binary AdaBoost classifiers, a boosting algorithm that combines small 
fixed-depth Decision Trees [9]. There is also the statistic way of achieving NER with HMM by predicting the 
probability of the class-entity based on the context of a sentence. Zhou and Su (2002) follow this method 
[10], which achieved great score. SVMs offered a better classification to this problem, because of its ability 
to divide entities using hyperplanes. SVM views the input data as two sets of vectors in an n-dimensional 
space. It constructs a separating hyperplane in that space, one which maximises the margin between the two 
data sets. A good separation is achieved by the hyperplane that has the largest distance to the neighbouring 
datapoints of all classes. 

In addition, based on HMM another, more powerful method was developed which was called Conditional 
Random Fields. The innovation of CRFs in comparison to HMM is that CRF uses the conditional probability of 
possible label sequences given an observation sequence, rather than the joint probability. Also, CRF allows 
arbitrary, non-independent features on the observation sequence and relaxes the strong independence 
assumptions that exist on HMM. In the biomedical field, a model called DrugNER [11] achieved state of the 
art results at the time it was published, by using a CRF with features like lexicon resources from Food and 
Drug Administration (FDA). 

Based on the Recurrent Neural Networks another advancement in this field were LSTMs (Long Short Term 
Memory). The appeal of RNNs is the ability to connect previous information to the present task. However, 
they are only capable to connect recent and limited information, for example in the sentence “My name is 
John” it can easily recognise that John is a person. In such cases, where the gap between the relevant 
information and the place that it is needed is small, RNNs can learn to use the past information [12]. However, 
on much longer sentences this architecture cannot process all the information that is present. The main 
culprit is the Vanishing Gradient Problem. Gradient descent algorithm finds the global minimum of the cost 
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function that is going to be an optimal setup for the network. In other words, it works by minimising the error 
by propagating it back through the network to update the weights. In RNNs the gradient that is updated get 
smaller the further back it travels through neurons, so the lower the gradient is, the harder it is for the 
network to update the weights and the longer it takes to get to the final result. 

On the other hand, LSTMs are designed to avoid the long-term dependency problem because they have the 
ability to remember information over multiple sentences [13]. They can learn selectively how and when to 
forget and when not to use gates in their architecture (forget gates), they also work around the vanishing 
gradient problem. An important variant of LSTMs is the biLSTM (bidirectional Long Short Term Memory). 
biLSTM is a sequence processing model that consists of two LSTMs, one taking the input in a forward and the 
other in a backwards direction. BiLSTMs effectively increase the amount of information available to the 
network, improving the context available to the algorithm by knowing what words immediately follow and 
precede a word in a sentence. 

Another advancement in this field was the Transformer [14]. The Transformer encoder adopts a fully-
connected self-attention structure to model the long-range context, which is the weakness of RNNs. 
Transformer includes two separate mechanisms; an encoder that reads the text input and a decoder that 
produces a prediction for a selected task. Moreover, Transformer has better parallelism ability than RNNs. 
However, this encoder was meant for sequence to sequence tasks such as machine translation; recently 
TENER [15] addressed this issue and made it efficient for the NER task. 

In recent years a breakthrough in word representation was ELMo Click or tap here to enter text.[16]. Based 
on the observation that words have different meaning based on context, ELMo models contextualised word-
embeddings. This means that it assigns an embedding based on the context it is used in, to capture the word 
meaning in that context as well as other contextual information. Instead of using a fixed embedding for each 
word, ELMo looks at the entire sentence before assigning each word in it an embedding. It uses a bi-
directional LSTM trained on a specific task to be able to create those embeddings. 

A milestone in NLP was Bidirectional Encoder Representations from Transformers or BERT [17], which marked 
a new era in the field. BERT is based on ELMo [16] the Transformer [14] and Semi-supervised Sequence 
Learning [18] among other concepts. Just like the encoder of the transformer, BERT takes a sequence of 
words as input, which keep flowing up the stack. Each layer applies self-attention, passes its results through 
a feed-forward network, and then hands it off to the next encoder. It also incorporates two training 
strategies. The first strategy is the Masked Language Modelling (Masked LM), which means that before 
feeding word sequences into BERT, around 15% of the words in each sequence are replaced with a [MASK] 
token. The model then attempts to predict the original value of the masked words, based on the context 
provided by the other, non-masked, words in the sequence. The second strategy is that the model receives 
pairs of sentences as input and learns to predict if the second sentence in the pair is the subsequent sentence 
in the original document. During training, 50% of the inputs are a pair in which the second sentence is the 
subsequent sentence in the original document, while in the other 50% a random sentence from the corpus 
is chosen as the second sentence. The assumption is that the random sentence will be disconnected from 
the first sentence. When training the BERT model, Masked LM and Next Sentence Prediction are trained 
together, with the goal of minimising the combined loss function of the two strategies. It achieved state of 
the art results on eleven Natural Language Processing tasks and 7.7%-point absolute GLUE score 
improvement at the time it was published. 

In the following years, many models have been developed that drew inspiration from BERT [17] and attempt 
to alter the language modelling mechanisms or fine-tune it. XLNet [19] is a model worth mentioning although 
it achieved a slight improvement for the NER task. XLNet is a generalised autoregressive model where next 
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token is dependent on all previous tokens. XLNet is “generalised” because it captures bidirectional context 
by means of a mechanism called “permutation language modelling”. The main difference is that it uses word 
permutations instead of masking them and therefore corrupting the data. 

In the same manner as XLNet, the ELECTRA model or “Efficiently Learning an Encoder that Classifies Token 
Replacements Accurately” [20] addresses the issue of the corrupted input of BERT. It implements a more 
efficient pre-training model called replaced token detection. What this means is that it replaces a small 
percentage (15%) of words with plausible alternatives, which are determined by a generator network. This 
works similarly with BERT in the way that it uses Masked LM. Then, training is achieved with a discriminative 
model that predicts for each token if it was replaced or not. Although this method also corrupts the words 
by changing them, like BERT masks them, it does not try to predict the original identities of the corrupted 
words, instead it only classifies them as replaced or not. This is more efficient than BERT because it predicts 
over the whole input instead of only the corrupted input and it also outperforms XLNet.  

Another study dubbed RoBERTa [21] presents a replication study of BERT [17] and compares different hyper-
parameters from the model. In the results published, it achieved SOTA by fine-tuning the vanilla BERT and 
trained with significantly more data and epochs. 

Currently the SOTA model for English, German, Spanish and Dutch is a model called ACE (Automated 
Concatenation of Embeddings) [22]. This paper is based on the idea that the concatenation of multiple 
pretrained embeddings can yield better performance on various NLP tasks. There is much research and 
evidence to support this [16], [23], [24] however, the selection for the best embeddings to concatenate is a 
real challenge, since there can be concatenation at word, sub-word, or character level and the best 
concatenation varies from model to model. Also, a brute force approach is too computationally demanding. 
ACE developed an automation for this selection using neural architecture search (NAS) [25] to automate the 
selection by finding the best model for specific prediction tasks. NAS was implemented with reinforcement 
learning with a reward function. It achieved state of the art results at the time of publication in NER and other 
tasks and at the 19th of July 2021 it became first again with the release of an updated version document-level 
model for better contextual information. 

A helpful tool for many NLP tasks as well as NER is Flair [26] which is a framework for NLP created to make it 
easier to train and share cutting-edge sequence labelling, text classification, and language models. In 
addition, a number of pre-trained models are included with FLAIR, enabling researchers to leverage cutting-
edge NLP models in their applications which serves this work package's purposes. At the training stage of 
these pre-trained models Flair’s embeddings are used which is another innovation by the team behind the 
framework. In their paper [23], it is explained how it managed to capture word meaning in context and thus 
produce various embeddings for words with many meanings depending on their usage and to handle rare 
and misspelled words by developing a pipeline consisting of character level modelling and sequence labelling. 

An evolution to the Flair’s embeddings is Flert [27] which is based on the observation that Transformer-based 
models can provide a natural way to capture document-level properties by passing a phrase along with its 
surrounding context, whereas NER is generally modelled at the sentence level. This surrounding context can 
then influence the word representations of a sentence in order to be more context specific. 

NER has been a research area of high importance for many years but recently, with the advance of machine 
learning and deep learning techniques and higher computing capabilities, it achieved significant high scores 
on many well-represented languages. However, there is still work to be done on many languages with dataset 
sparsity with some of these languages falling within the scope of CALLISTO. One way to address this issue is 
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by training multilingual models, since they can learn associations from other better-represented languages 
in order to achieve better word embeddings. 

A model that is based on BERT, called XLM (cross-lingual language model) [28] uses a known pre-processing 
technique called Byte-Pair Encoding (BPE) and a dual-language training mechanism with BERT in order to 
learn relations between words in different languages. The BPE pre-processing splits the input into the most 
common sub-words across all languages, in order to increase the shared vocabulary between languages. 
Additionally, it upgrades the BERT architecture by training samples of the same text in two languages. The 
model, also, receives the language ID and the order of the tokens in each language, i.e. the Positional 
Encoding, separately. The new metadata helps the model learn the relationship between related tokens in 
different languages. 

An evolution of XLM is XLM-RoBERTa or XLM-R [29], which achieves SOTA performance in cross-lingual 
understanding, a task in which a model is trained in one language and then used with other languages without 
additional training data. The revolutionary achievement, though, is that it outperforms all monolingual 
models on several low-resource languages, which lack extensive labelled and unlabelled datasets. In order to 
improve performance over the original XLM model, XLM-R drew inspiration from RoBERTa [21] and it was 
trained for a longer time on more data, i.e. more than 2TBs of filtered CommonCrawl data. The transformer-
based multilingual masked language model was pre-trained with texts originating from 100 languages. 

As Xuke Hu et al. in [30] defined this problem as “Geoparsing” which refers to the process of recognising 
location references from texts and identifying their geospatial representations, there are several approaches 
in order to tackle it. In their research, some of those approaches involve rule-based, gazetteer matching, 
statistical learning and hybrid approaches. Statistical learning is proven the best of the rest since it also 
involves learning based methods and it is also the path that was chosen for this deliverable. 

In addition, in [31] developed a deep learning approach using CNN and presented good results for English. 
However, this model cannot provide a universal solution as transformer-based models because their carefully 
fine-tuned language models are more versatile on specific tasks such as information extraction and NER. 

3.2 Ontology-Based Information Extraction 
Ontology is defined as a “formal specification of a shared conceptualization” [30]. The aim of using ontologies 
is to express a domain-specific knowledge in a machine-understandable language that can be used for further 
research and analysis purposes (e.g., data simulation, deep learning, question-answering). Web Ontology 
Language (OWL) is the W3C standard ontology language that is used to formally define an ontology. Resource 
Description Framework (RDF)1 is the standard model for data exchange over the web. RDF represents the 
domain concepts, relationships, and instances into web resources URI, that can be globally accessed and 
linked with other ontologies, known as Open Linked Data [31]. 

Ontology-Based Information Extraction (OBIE) guides Information Extraction (IE) pipelines to process 
unstructured or semi-structured natural language text by exploiting ontologies to extract pre-defined 
structured information and annotating the text using ontology terms [32]. Semantic enrichment (also known 
as annotation or tagging) entails linking the content to other pertinent resources based on an understanding 
of what each term means, is supported by the extraction of locations, events, concepts, relations, topics, etc. 
from natural language texts and connecting these to their meaning through ontologies and knowledge bases 
[33]. Additionally, it is important for semantic search, which bases results not only on the phrases used in a 

 
1 https://www.w3.org/RDF/ 
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query but also on their meanings [33]. OBIE has the advantage of distinguishing between a hierarchy of 
relevant named entity types and instances, as opposed to a flat list of named entities. The OBIE system of 
the residential Land Use Suitability Analysis (LUSA) [36] extract the criteria and values from bylaw and 
regulations documents of the geographic area of interest. The extracted information was integrated in an 
ontology and used for guiding the decision making of identifying suitable areas for residential development. 
Gazetteers and pattern matching rules were used in GATE2 framework to extract text related to the case 
study. GATE (General Architecture for Text Engineering) framework is used to validate the OBIE approach. 
GATE is an open-source Natural Language Processing tool supporting OBIE methods. It uses ANNIE IE system 
[34]; a pipeline for named entity recognition that recognizes common entity types like person, location, and 
organization. ANNIE uses gazetteer3 entries and ontology feeds to find matches in text. 

In this deliverable, OBIE is used to extract locations from text, annotate them with geographical information 
and add semantics to these locations by connecting them to Linked Open Data (e.g., DBpedia4, Geonames5).  

  

 
2 https://gate.ac.uk  
3 Gazetteer is a collection of lists that contain the names of various types of entities, like cities, organization, 
etc.  
4 https://www.dbpedia.org/  
5 https://www.geonames.org/  
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4 Named Entity Recognition 
4.1 Methodology 
In this section, the neural network’s architecture is presented for each language and its most important 
features are elaborated. The implementation of the localisation module consists of several steps in order to 
identify locations from Tweeter posts. Furthermore, a service API for geo-referencing is developed that 
outputs coordinates and other location-related information that is extracted from a text or sentence. 

The first action for the development process was to establish a comparison of the best performing NER 
systems for every individual language that is used in CALLISTO. This is a continuous process in order to stay 
up to date and is achieved by comparing the F1-score of every system against a test dataset. 

The F1 metric that is used for comparison is defined as a harmonic mean of precision (P) and recall (R): 

𝐹 =
2𝑃𝑅

𝑃 + 𝑅
 

Precision is the number of true positive results divided by the number of all positive results, including those 
not identified correctly, and the recall is the number of true positive results divided by the number of all 
samples that should have been identified as positive. In the context of NER precision is the correctly identified 
tags (true positive) divided by all the identified tags from the model (true positive and false positive). 
Precision is, again, the correctly identified tags (true positive) divided by the tags that are correctly identified 
and those that the model failed to identify (true positive and false negative).  

It should be mentioned that this comparison is of major importance for three reasons. Firstly, it is needed to 
proof check the results of the models that are claimed in the papers and also make sure we ran the models 
correctly, meaning that if there is small deviation from the results in the papers then the model runs correctly. 
Secondly, all of the models that were implemented use the CoNLL-03 [37] tagging scheme with four tags 
however, not all the models provide individual scores for every tag: 

Table 2: CoNLL-03 tagging scheme. 

Tag Meaning 

PER   person name 

LOC location name 

ORG organisation name 

MISC other name 

Evidently, there is a focus on location entities and it is apparent that only the location should be evaluated. 
This comparison of location tags provides more insight on the effectiveness of the localisation sub-task. 
Finally, not all papers use the same dataset on their results, so the comparison is robust by using the scores 
from the same datasets on each language. 

After selecting the best performing models for each language, attempts on integration with the CALLISTO 
platform were made. Not all models could be integrated because some lack documentation and others take 
too much recourses on the platform. 

This methodology is integrated in the CALLISTO platform by implementing a live service. This service is an 
API, meaning that it is possible to make API calls with text (sentences) as input in order to request the tagged 
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locations from that text, along with their respective coordinates. It is implemented in the Python 
programming language and integrated with Docker. Docker provides platform as a service (PaaS) products 
that use OS-level virtualisation to deliver programs in packages called containers. This virtualisation allows 
us to run the models with hardware independence and to encapsulate them into a service. 

When starting this service all the NER models are loaded. This takes some time and it could be more than 
two minutes and reserves a chunk of memory, however, it was found that is the best course of action, 
because having the models already loaded saves significant time when predicting locations. This, actually, 
achieves our goal of providing near real time location predictions. 

By using this service, the user can provide the text (tweet) as input and select the language in which the text 
was written. The user can either write the input in the URL to perform an API call or by filling a form in the 
API’s homepage, as seen in Figure 2 The interactive input of the NER service.and Figure 33. 

 

 
Figure 2 The interactive input of the NER service. 

 

 
Figure 3 URL input. Here along with the input text, the language (fr) is also provided. The output of the localisation can be seen 

along with the coordinates. 

Since the linguistic data that the presented systems attempt to handle, originate from twitter, there were 
frequent occurrences of special characters like “#”, “@” and URLs. These are not usually encountered in 
prose texts (like the ones forming the training datasets), hence may pose problems in the correct recognition 
of named entities. To counter this issue, these special characters were removed during text pre-processing. 

After this step, if the language is provided from the user, a specific model for that language is used. 
Otherwise, a multi-lingual model is available for this case. Although many different models are used (one for 
each language), the course of action is similar; a tokenization is performed and it is fed into the respective 



D6.2 – V1 

 

 

22 

model and the location tags are extracted. Finally, an API call to OpenStreetMap is performed with the 
locations as input. This API call returns a JSON text with search results from the locations, along with various 
information regarding them that exist in its database like coordinates, alternative names for this place, the 
location’s type, etc. We select the first search result from each location, as this is the top result however, a 
more sophisticated approach for the selection of the correct search result will be explored in combination 
with WP6.3. From the first result, the coordinates (latitude and longitude) of every location are returned and 
displayed along with the location’s names. The proposed methodology can be seen in Figure 4. 

 
Figure 4 Pipeline for the NER module 

 

In the following, details are shared concerning the methodology used and the results that has been achieved 
for each individual language. For every language model evaluation was performed on the location tags. It 
should be mentioned that in most languages Flair’s pre-trained models were preferred due to SOTA scores 
and easy integration with the platform. For some languages an evaluation was selected on a different dataset 
from the one that it was trained on, as seen in the following sub-sections. A smaller score is to be expected 
when compared to a different dataset but it shows a more realistic view, since social media are a lot harder 
for the NER models due to language irregularities and typos. Consequently, a harsher test is, at times, better. 

4.1.1 English 

As described the ACE model is the state of the art in English, however, because it utilises the concatenation 
of many different pretrained embeddings, this model is quite huge. As a result, a heavy operational cost 
would be unavoidable. An alternative solution was discovered by implementing the flair model for the English 
language which the authors claim an average f1 score of 94.09, tested on the conll-03 dataset [37]. This 
means that the difference from the ACE is only 0.05 which practically is miniscule. This pre-trained model is 
based on XLM-R [29] and utilises Flert’s [27] and XLM-R’s [29] embeddings. 

Input
•Raw input text
•(optional) Language selection

Text pre-processing (special character and URL removal)

Location Extraction from selected NER model

OSM call for co-ordinates of the extracted locations

Output
•Location Names
•Coordinates for every location
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Sentence 
Detected 
Locations 

   Paris limits car speed to 30 km/hour in bid to boost safety, air quality Paris 

The study found that long-term exposure to air pollution before the pandemic 
increased the risk of hospitalisation in people infected with COVID-19.   This 
surely must have been a factor in northern India where air quality levels are 
particularly poor. 

India 

In both of these examples the correct locations are tagged by the model. 

4.1.2 French 

For the French language the pre-trained flair model is based on the LSTM-CRF architecture and trained on 
the French WIKINER dataset [38] with flair’s embeddings. The authors presented an 90,61 f1 score which is 
adequate in comparison to other models, however the XLM-R model performs better by a thin margin. Due 
to the fact that the flair is implemented by the outdated LSTM-CRF architecture we preferred the multilingual 
model for this language with a score of 91,3. 

Sentence 
Detected 
Locations 

RT @aminata_kasa: On ne cessera plus de louer des travaux réalisés dans le 
silence. FATSHI béton poursuit à satisfaire les besoins de la population.  Après 
Usine de Lemba Imbu, deuxième usine de captage d'eau de Binza Ozone. Les 
traces sont perceptibles. FATSHI béton armé @fatshi13 

Binza 
Ozone 

La qualité de l'air est mauvaise jeudi 25 août 2022 à Paris et sur une partie de 
l'Île-de-France.   

Paris, 
Ile-de-
France 

In both of these examples the correct locations are tagged. Moreover, while in the second sentence there 
are two locations, both of them are properly retrieved. 

4.1.3 Spanish 

As in English, for the Spanish language pre-trained flair model based on Flert’s [27] and XLM-R’s [29] 
embeddings have been used and was trained on the conll-02 dataset [39]. The authors claim a 90,54 f1 
average score of the four tags, and a similar score was achieved on our own evaluation from the test subset 
of conll-02 [39]. 

Sentence 
Detected 
Locations 

RT @ProyectoMastral: ¡Guau! Pese a la contaminación lumínica que 
tenemos en esta zona y la elevada humedad, hay noches en las que 
podemos ver un cielo más o menos decente en #Torrevieja. Así captó 
anoche Iván Macan el cielo de verano en el entorno de la Cala de La Zorra. 

Torrevieja, 
Cala de La 
Zorra 

RT @IsraelinSpanish: ¡SORPRENDENTE! Una nueva alternativa para el 
plástico creada en #Israel podría ser una solución para disminuir la 

Israel 
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contaminación que el plástico original produce en nuestro planeta!🌎  Leé 

más en 🔗 

In these examples the model predicts correctly and it is evident how the performed preprocessing helps the 
model by removing the hashtags and icons. 

4.1.4 German 

Again, a pre-trained flair model based on Flert’s [27] and XLM-R’s [29] embeddings have been used for 
German. The authors claim a 92,31 f1 average score of the four tags, however a lesser score of 83,76 of the 
location’s tags was found when evaluated on germeval2014 [40] which is something to be expected since it 
was trained on CoNLL-03 [37], but evaluated on a different dataset. 

Sentence 
Detected 
Locations 

@Mahi_Hayashida @ChristophCanne Ein grundsätzliches Problem der 
derzeitigen Kernkrafttechnologie (und dies galt auch für Fukushima 
Daiichi) ist die Umweltbelastung, mit der bei katastrophalen Unfällen (egal 
ob durch ein Naturereignis oder durch menschliches Versagen) zu rechnen 
ist. 

Fukushima 
Daiichi 

Falls Ihr immer schon mal wissen wolltet, wie Hannover wirklich aussieht: 
QT: Die Belastung der #Schnellwegbrücke über der Hildesheimer Straße in 
#Hannover ist zu hoch, weil Lkw sich nicht an die Abstandsvorgaben 
halten. Die Landesbehörde bringt jetzt großformatige Markierungen auf. 
Wenn das nichts hilft, droht ein Lkw-Fahrverbot. 

Hannover, 
Hildesheimer 
Strasse, 
Hannover 

In these examples the predictions are correct despite the long sentences. Also, on the second sentence all 
three locations are correctly tagged. 

4.1.5 Dutch 

A pre-trained flair model based on Flert’s [27] and XLM-R’s [29] embeddings have, also, been used in this 
occasion. It was trained and tested on CoNLL-03 [37] and the authors claim a 95,25 f1 average score of the 
four tags. Our findings agree when evaluated for the location tags on the same dataset, however we also 
performed an evaluation on mmner dataset [41] and it reached a low score of 68.02 so this will be under 
review. 

Sentence 
Detected 
Locations 

#YSER au kvsbrussels, retour en image sur la soirée de vendredi dernier. Vous 
êtes venu·es en nombre écouter Ana Dresler, Filip Keymeulen et Sarah Schlitz 
parler des violences qui s'abattent sur les femmes trans* dans le quartier 
d'Yser, après la projection du film YSER de Quentin Moll - Van Roye.  Crédit 
photo @[17841448854530839:jeanljeanloupmhd]   #YSER bij kvsbrussels, 
een terugblik op het evenement van afgelopen vrijdag. Velen van u kwamen 
luisteren naar Ana Dresler, Filip Keymeulen en Sarah Schlitz die na de 
vertoning van de film YSER van Quentin Moll - Van Roye spraken over het 
geweld tegen trans* vrouwen in de IJzerwijk.  #YSER at kvsbrussels, a look 
back at last Friday's event. Many of you came to hear Ana Dresler, Filip 
Keymeulen and Sarah Schlitz talk about the violence against trans* women in 

d'Yser, 

Yser 
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the Yser district, after the screening of the film YSER by Quentin Moll - Van 
Roye. 

Ik droom voor jou, in groen en blauw, een eiland in de zon. Met hier en daar, 
zeg jij me waar, een beekje en een bron.  https://youtu.be/K9KpMQrOAz8 
(Marva; een eiland in groen en blauw)  #grotezilverreiger #zilverreiger 
#reiger #greategret #vogelspotten #vogelskijken #garcetagrande 
#grandeaigrette #birds #birdsofinstagram #birdwatching #raw_birds 
#natuurpunt #natuurliefhebber #vogelliefhebber #birdlovers #nature 
#naturephotography #natuurfotografie #canonphotography 
#canonphotographer #rijmpje #blankaart 

Marva 

In these examples the predictions are correct. In the first example it is remarkable that the model can 
differentiate between “YSER” the film and Yser the location. 

4.1.6 Italian 

For the Italian language there was not a pre-trained solution available due to the fact that the research 
material is limited, so our own model was created based on GilBERTo [42] language model and the Italian 
WIKINER dataset [38]. GilBERTo is an Italian pretrained language model based on Facebook RoBERTa 
architecture and CamemBERT text tokenization approach and it was trained with the sub-word masking 
technique on the OSCAR: Open Super-large Crawled ALMAnaCH corpus [43]. A SentencePiece tokenizer was 
used to create a vocabulary of 32k BPE sub-words. From this generic language model, we performed a 
downstream training for the NER task using the default parameters from the simpletransformers library and 
trained for 10 epochs. It reached an F1 score of 0.903. It need to be mentioned, however, that at the time of 
writing this document, this model has not been integrated into the CALLISTO service. 

Sentence 
Detected 
Locations 

Domenica #5settembre nessuna delle stazioni di monitoraggio della 
#QualitàDellAria in #Campania ha rilevato superamenti del limite di 
legge per il #PM10.   Consulta il bollettino 

QualitàDellAria, 
Campania 

E’ successo ieri, domenica 5 settembre: un ragazzo di 19 anni e una 
donna di 41 sono rimasti intossicati dal monossido di carbonio, 
sprigionatosi all’interno di un camper, parcheggiato a ridosso della pista 
di motocross di Gazzada Schianno.  #camper   

Gazzada 
Schianno 

In the first example the model wrongfully tags “QualitàDellAria” as a location, but correctly predicts the rest 
of the locations. 

4.1.7 Greek 

Similarly for the Greek language not much research is available. To the best of our knowledge, the current 
SOTA are the results provided by elNER [44] which is a dataset along with bi-LSTM models and achieving a 
score above 90%. However, there is a need of more modern, transformer-based models so we experimented 
with GreekBERT [45] and was evaluated with the same dataset. The f1 score measured is 0.875 which agrees 
with the scores from the authors, so it is evident that there is room for improvement. 

Sentence 
Detected 
Locations 

RT @chris_avramidis: Η Αθήνα σήμερα είχε την χειρότερη ποιότητα αέρα σε 
όλη την Ευρώπη.  Σύμφωνα με τα στοιχεία του Ευρωπαϊκού Οργανισμού 

Αθήνα, 
Ευρώπη 
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Περιβάλλοντος στις 19.00, από τα δεδομένα που καταγράφονται σε 4.500 
σταθμούς μέτρησης της ατμοσφαιρικής ρύπανσης, σε 40 χώρες.  (Από fb 
ΚΛΕΑΝΘΗΣ ΧΑΪΔΕΥΤΟΣ) 
Η #ομίχλη που παρατηρείται σε πολλές περιοχές, από Αθήνα έως Κων/πολη, 
διάβασα ότι οφείλεται στο νέφος SO2 από το ηφαίστειο Λα Πάλμα. Και 
όντως από χθες με ενοχλούν τα μάτια μου. Για του λόγου το αληθές : 
https://t.co/nk8ClFwjNY &gt; ποιότητα αέρα &gt;επιπλ.στρώσεις &gt;SO2 

Κων/πολη, 
Αθήνα, 
Λα Πάλμα 

In these examples the annotations are correct, but a city named “Κων/πολη” (Κωνσταντινούπολη or 
Constantinople or Istanbul) is not located. This could be because this lexical unit is a concatenation of the 
lexical unit “Κωνσταντινούπολη”. 

4.1.8 Multi-lingual Model 

Information for all other languages that are currently supported through XLM-R [29] are described in detail 
in section 3.1 of this document. 

4.2 Datasets 
In this section each dataset that was used either for training or for the evaluation of the models is briefly 
described. 

Conference on Computational Natural Language Learning or CoNLL produced two significant datasets one at 
2002 (CoNLL-02) [39] for the languages of Spanish and Dutch and the other at 2003 (CoNLL-03) [37] for 
English and German. The Spanish data is a collection of news wire articles made available by the Spanish EFE 
News Agency. The Dutch data consist of four editions of the Belgian newspaper "De Morgen". The English 
data was taken from the Reuters Corpus. The text for the German data was taken from the ECI Multilingual 
Text Corpus. This corpus consists of texts in many languages. The portion of data that was used for this task, 
was extracted from the German newspaper Frankfurter Rundshau. The annotated files are on the IOB2 
format and they became a benchmark for all the models especially for English. 

The data used for the GermEval 2014 NER Shared Task [40] expands on the dataset from a previous work 
that was annotated by Benikova et al. [46]. In this dataset, sentences are taken from German Wikipedia 
articles and online news sources. It used the CoNLL format for the annotation, but also includes columns for 
spans in addition to the IOB-scheme. 

WIKINER [38] is a silver-annotated corpus which leverages the link structure of Wikipedia to generate named 
entity annotations. It is annotated by using heuristics based on Wikipedia redirects, surface form token 
matching and category-based rules. However, since it is not human generated and only silver quality it is not 
the most reliable for training. 

Another silver dataset is the mmner [41] which uses cross-lingual transfer learning over one or more source 
languages in order to enrich a dataset from a low resource language. Once more the IOB2 format is used and 
it is available for over 41 languages. 

elNER [44] is a NER dataset that was produced from the gsoc2018 corpus (Google Summer of Code 2018) and 
was manually annotated for best results and features two versions of tagged datasets namely elNER-4 and 
elNER-18. elNER-4 uses the classic four CoNLL tags and elNER-18 enriches the classification with 18 tags, 
which some are ORG, PERSON, CARDINAL, GPE, DATE, PERCENT, etc. However, for the purposes of this 
deliverable we focus on elNER-4 since only the LOC tags are needed. 
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OSCAR [43] is a huge multilingual corpus obtained by language classification and filtering of the Common 
Crawl corpus and incorporates 138 GB of text. Common Crawl [49] is a continuous effort that crawls the web 
and provides its archives and datasets to the public. Common Crawl's web archive consists of petabytes of 
data collected since 2011. OSCAR is not a NER dataset but it was used for training the Italian NER model and 
is also suitable for training multilingual models due to its size and its data diversity. 

4.3 Network parameters and training 
In general the default settings from pre-trained models are used, except from Italian where the model was 
trained by CERTH. For training in the English, Spanish, German and Dutch language Flair’s pre-trained model 
was employed with the same training parameters. The settings can be obtained in Table 3. 

Table 3 Flair’s hyperparameters for the English, Spanish, German and Dutch languages 

Training Parameters Value 

Optimiser AdamW [50] 

Transformer Word Embeddings 
dimensions 

768 

Document Context True 

Dropout rate 0.5 

Epochs 20 

mini Batch size 4 

Learning rate 5.0e-6 

Scheduler Policy OneCycleLR [51] 

For the training of the multi-lingual model in the French language and all the rest, the XLM-r [29] model is 
used, which uses the same parameters as RoBERTa [21] (Table 4). 

Table 4 The multi-lingual model’s hyperparameters, used mainly for French. 

Training Parameters Value 

Optimiser Adam 

Learning rate 4e-4 

Batch size 8K 

Hidden Activation Function gelu 

Number of Attention Heads 16 

Number of Hidden Layers 24 

Hidden Dropout Probability 0.1 

Attention’s Probabilities Dropout Ratio 0.1 

Layer Normalization 1e-05 
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For the Greek language a pre-trained BERT architecture is used (Table 5). 

Table 5 Hyperparameters, used with the Greek model. 

Training Parameters Value 

Optimiser Adam 

Learning rate 1e-4 

Batch size range {16, 32} 

Hidden Activation Function gelu 

Number of Attention Heads 12 

Number of Hidden Layers 12 

Hidden Dropout Probability 0.1 

Attention’s Probabilities Dropout Ratio 0.1 

Layer Normalization 1e-12 

Finally, for Italian the training parameters are (Table 6): 

Table 6 Hyperparameters used with the Italian model. 

Training Parameters Value 

Optimiser Adam 

Learning rate 1e-4 

Batch size 16 

Hidden Activation Function gelu 

Number of Attention Heads 12 

Number of Hidden Layers 12 

Hidden Dropout Probability 0.1 

Attention’s Probabilities Dropout Ratio 0.1 

Layer Normalization 1e-05 

Epochs 10 

4.4 Results 
In Table 7, a list of all the implemented models is provided along with their respective scores, which for 
comparison’s sake include both the ones reported in the papers by their authors, as well as the ones achieved 
within the framework of the project. The score and model information is complemented by the evaluation 
datasets that were used, and the architecture of each model. 
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Table 7 Comparative results on all the languages that are currently supported. The comparison is done with the F1-score published 
against our own evaluation that is done on the evaluation dataset. 

Language Model Architecture Dataset 
F1-score (reported 

by the authors) 
F1-score 

(CALLISTO) 

Evaluation 
Dataset 

English 
flair/ner-
english-

large 

document-
level XLM-R 
embeddings 
and FLERT 

CoNLL-03 94,36 93,31 CoNLL-03 

French 
flair/ner-

french 

Flair 
embeddings 
and LSTM-

CRF 

WikiNER 90,61 89,46 WikiNER 

Spanish 
flair/ner-
spanish-

large 

document-
level XLM-R 
embeddings 
and FLERT 

CoNLL-02 90,54 90,17 CONLL_02 

German 
flair/ner-
german-

large 

document-
level XLM-R 
embeddings 
and FLERT 

CoNLL-03 
revised 

92,31 83,76 germeval2014 

Dutch 
flair/ner-

dutch-
large 

document-
level XLM-R 
embeddings 
and FLERT 

CoNLL-03 95,25 94,97 CoNLL-03 

Italian 
CERTH’s 
model 

GilBERTo WikiNER 92,7* 90,03 WikiNER 

Greek 
nlpaueb-
gr-nlp-
toolkit 

BERT elNER-4 86 87,5 elNER-4 

*GilBERTo’s claimed score. This model is not openly available. For this reason our own model was trained based on GilBERTo’s LM. 
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5 Ontology-Based Information Extraction Pipeline 
OBIE is an information extraction method guided by an ontology. The input text is annotated with the desired 
ontology concepts and properties. OBIE is used to 1) enhance the results of the NER and to 2) integrate and 
analyse various domains. As described in Deliverable 6.1, the CALLISTO ontology contains classes that 
represents events of interest (i.e., air pollution) and social media classes (i.e., tweets), as illustrated in Figure 
4. Tweets, represented in this study, contains events and locations. An example of annotating text with 
respect to the ontology is annotating text related to air pollution event. In this case, keywords like carbon 
monoxide, air quality, Nitrogen dioxide, Ozone, Sulfur dioxide should be annotated with air pollution.  

 

 
Figure 4: CALLISTO event and social media ontology part 

5.1 Enhancing NER results with OBIE 
In many research, gazetteers are critical to the recognition of place references. The most popular gazetteer 
is GeoNames, and OpenStreetMap (OSM). In GeoNames and OSM, there are over eleven million and 23 mill
ion places, respectively [48], 2022. The locations of tweets are extracted using the NER models with respect 
to the languages. OSM API is used to retrieve the longitude and latitude of locations. However, some 
locations are not found in OSM, either due to text error or the language used might not be supported. In this 
situation, other open data API are be used to find these locations. Geonames API (knowledge graph) is used 
to search for locations when OSM couldn’t return results. DBpedia lookup6 was also tested, however, it didn’t 
retrieve good results specially with locations in languages other than English.  

5.2 Semantic Representation of Social Media Data 
We use RDF Mapping Language (RML)7 framework, the same data mapping framework used in Deliverable 
6.1 to integrate the tweets data to the CALLISTO ontology in order to query and analyse data, as illustrated 
in Figure 5. The Knowledge graph is generated by integrating the Tweets data (JSON) to the ontology and 
generating an RDF file that is queried by SPARQL via VOCOREG8 API. 

 
6 https://lookup.dbpedia.org/  
7 https://rml.io/tools/  
8 https://www.vocoreg.org/home/CALLISTO/master  
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To relate events and locations to Linked Open Data and enrich the CALLISTO ontology, GeoNames and 
DBpedia are used as benchmark for finding relevant data. Starting by geographic information, more details 
about the address can be found like province from Geonames.  According to information on DBpedia for that 
specific province, a profile information for the province is retrieved by the  query at Figure 7. Geographic 
data are in polygon format, in the first step the centre of the polygon calculated. Then using Geonames’ API, 
we take the province information. In the next step, python libraries are used to query DBpedia, as shown in 
Figure 7, to elicit a profile of the province including monthly precipitation and other information. Figure 8 
shows data retrieved from DBpedia about the state, province, monthly precipitation drawn in the graph. 

 
Figure 5: Mapping and Query the Social media data with the CALLISTO Ontology (Deliverable 6.1) 

 
Figure 6: Querying DBpedia with location 

 

from SPARQLWrapper import SPARQLWrapper, JSON, N3 
from SPARQLWrapper import SPARQLWrapper 
sparql = SPARQLWrapper("http://dbpedia.org/sparql") 
sparql.setQuery(""" 
PREFIX rdfs: <http://www.w3.org/2000/01/rdf-schema#> 
PREFIX dbp: <http://dbpedia.org/property/> 
SELECT ?uri ?label 
WHERE { 
?uri rdfs:label '"""+str(df_ontology.loc[:,"state"][0])+"""'@en . 
?uri rdfs:label ?label 
} 
limit 20 
""") 



D6.2 – V1 

 

 

32 

 
Figure 7: Retrieving precipitation during the year from DBpedia 

 

 
Figure 8: Querying DBpedia and retrieving data related to province 

g = Graph().parse("http://dbpedia.org/resource/South_Holland", format='xml') 
q = """ 
    PREFIX foaf: <http://xmlns.com/foaf/0.1/> 
    PREFIX dbpedia-owl: <http://dbpedia.org/ontology/> 
 
    SELECT * 
    WHERE { 
        ?state dbpedia-owl:abstract ?state_abs; 
        dbo:areaWater ?state_areaWater; 
        dbo:areaTotal ?state_areaTotal; 
        dbp:janPrecipitationMm ?jan; 
        dbp:febPrecipitationMm ?feb; 
        dbp:marPrecipitationMm ?mar; 
        dbp:aprPrecipitationMm ?apr; 
        dbp:mayPrecipitationMm ?may; 
        dbp:junPrecipitationMm ?jun; 
        dbp:julPrecipitationMm ?jul; 
        dbp:augPrecipitationMm ?aug; 
        dbp:sepPrecipitationMm ?sep; 
        dbp:octPrecipitationMm ?oct; 
        dbp:novPrecipitationMm ?nov; 
        dbp:decPrecipitationMm ?dec. 
        FILTER langMatches(lang(?state_abs),'en') 
    } 
    limit 100 
""" 
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6 Conclusion and Future Work 
In this deliverable several approaches where evaluated and the most effective were selected. As a generic 
approach of Geoparsing, a deep learning and transformer-based solution for NER was preferred. For the 
development of this module an important aspect is the continuous implementation of NER models and 
evaluating against others of the same language, but also proof-testing the metrics provided by the authors. 
This proved the most concrete approach in order to confidently claim that the best solution available has 
been implemented, but also, it is the course of action to further our development for the rest of the 
languages. To integrate these models, a service with an API was developed that provides real time 
localisation. The future work involves research for the low-resource languages of Turkish, Arabic (MSA) and 
Bosnian in order to evaluate them and implement them. Also, it is possible that, because of limited resources, 
the multi-lingual model will perform better. Finally, the interaction with the other modules through API 
requests is needed and metrics both in speed from the service’s response and the accuracy of the localisation 
results will be provided. 

In addition, the OBIE proves useful for further evaluation of our retrieved entities. Location information are 
retrieved from OSM and Geonames APIs, and further enhanced by Linked Open Data (i.e., DBpedia). These 
geographical locations are used to enhance the CALLSITO knowledge graph and allow it to integrate with 
other Linked Open Data. This integration allow further analytics that correlate a tweet with a location and 
significant events. 
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